Volatility Estimation in Energy Markets.

Volatility is one of the critical concepts in option pricing and risk management. Organized exchanges use volatility of the underlying commodities to determine the required level of margins that futures traders are required to post with the clearinghouses.  Volatility has been traditionally defined as the standard deviation of price returns and is routinely estimated from the historical price series in the countless spreadsheets all over the world. In spite of its popularity, the notion of volatility is often misunderstood, especially when one applies this tool to the energy markets. This concept has been defined and extensively researched in the context of the financial instruments and one has to be very careful making generalizations. It is critical that in practical applications in the energy industry one makes an effort to capture the salient features of the energy markets. The points to make are:

1. Volatility can be defined and estimated in a meaningful way only in the context of a specific stochastic process for the prices (price returns)

2. Volatility definition and measure should capture the salient features of an energy markets, such
· seasonality
· dependence on the price level

 
Price Process Modeling

Traditional option pricing theory is based on the assumption that the prices of the underlying instruments follow the geometric Brownian motion (GBM) process, defined in equation (1) as follows:

								(1)

This assumption implies that the natural logarithm of the price at horizon, T-t years from now, follows a normal distribution with the mean equal to
							(2)
and the standard deviation equal to:

										(3)

Note that t is the starting time measured in years (typically t is assumed to be 0), and T is the ending date.

This approach can be extended to jointly model  the dynamics of two or more  commodity prices. In the case of two commodities, X and Y, the assumption is that the price of Y follows the process given by:

								(4)

and the two Brownian motions dz and dw  in the equations  (3)  and (6) are correlated (E{dzdw} =dt, where E denotes the mathematical expectation operator).

The prices described by the equations (3) or (6) are random variables. Their evolution is driven, among other factors, by the stochastic variables dz and dw. One implication of the assumption of the GBM process is the continuity of the line representing the sample trajectory of the price over time. The line could be drawn,  in principle, without removing the pencil from the sheet of paper. 
										
The assumption of geometric Brownian motion as the process that describes the dynamics of the prices of financial instruments is an approximation of the behavior observed in real markets and has to be treated as a stylized fact. As a matter of fact, there is growing evidence that the behavior of market prices did not conform in many past time periods to this standard assumption of financial economics. One especially troubling observation is that the empirical frequency of the occurrence of extreme outcomes is larger than the probability implied by theoretical models. This issue will be revisited below.

The assumption of GBM strikes anyone with practical experience in commodity trading as an unrealistic description of the observed behavior of commodity prices. This was recognized by a growing number of academics and practitioners who devoted a lot of attention to developing more realistic models of energy commodity price behavior. What follows is a brief review of most important issues that have been overlooked in early modeling efforts and have been fully addressed only in recent research. One should note that energy commodities are not created equal and many observations made below apply only to some subsets of their entire universe.

1. Investment assets vs. consumption goods. The most obvious observation is that energy commodities cannot be treated as purely financial assets, treated by owners as an investment. The energy commodities are inputs to production processes and/or consumption goods and this explains why many models based on a mechanical extension of the approach developed for financial markets may break down in the case of energy related contingent claims. For example. Geometric Brownian motion (GBM) does not allow negative prices. This assumption may be violated in practice often enough to require attention, especially in the case of electricity.  In some cases, prices of electricity bid into a power pool may drop to zero if some generators want to guarantee that their plants are dispatched for contiguous blocks of time, longer than a single time slot for which separate bids are accepted. In some cases, the price may become negative, as power plants have to get rid of excess output and have no option to store electricity. In other words, an assumption of free disposal, customarily made in theoretical models, does not hold. This problem has been addressed by some recently published papers (see Routledge, Seppi, Spatt  (1999)).

2. Prices of energy commodities display seasonality. By this we mean recurring regularities in price levels and/or price volatility observed over time. Seasonality may correspond to the time of the year (winter vs. summer vs. shoulder month), or may be observed in intramonth, intraweek, and in some markets (like power) intraday prices. Seasonality results primarily from regular demand fluctuations, driven in most cases, by recurring weather related factors. Fluctuations in demand interact  with the supply side factors: increased demand can be satisfied only from more expensive sources or by using more expensive production units. In many cases, increased demand resulting from weather related factors might reach the levels at which supply becomes constrained by the capacity of the existing transportation or the transmission grid. In many markets, seasonality may change over time due to the changes in economic conditions and technology. For example, many natural gas marketers expect a change in seasonal price patterns in the US natural gas markets starting in year 2000, due to increases in the gas-fired generation capacity. It is expected that in addition to the winter peak, one will observe a more pronounced July/August peak, related to air conditioning load. 

Recognition of the existing and possibly changing patterns of seasonality creates need for forward-looking modeling. The information about future seasonality is often derived in formal models from the futures/forward prices that summarize all the information available to the market about future demand and supply patterns. Some recent papers offer ingenious methods of calibrating prices to forward price curves.

3. Commodity prices often display what’s known as gapping or jump behavior. This is driven in many cases by fluctuations in demand and low elasticity of supply, reflecting rigidities in the transportation and transmission system and limited inventories. One stochastic process used in financial economics to describe such a price evolution is known as the jump-diffusion process. The equation for the jump-diffusion process consists of two parts. The first part is the diffusion component, described by the equation (1). The other is an additional component which represents the Poisson process:

			(5)

The random variable dq is the Poisson process; it tells whether the jump took place or not.  The probability of the jump will be denoted by dt, where  is called the intensity or rate of the process.  In more technical language, the probability that the jump occurs once in the time period of length dt (that is, the probability that dq = 1, for this time increment), is given by:

dt  + o(dt)					(6)

where o(dt)  is such that . The probability of no jump (dq = 0) is given by:
	1-dt  + o(dt)					(7)

and the probability of more than one jump in the time period dt is o(dt).The size and the direction of the jump is described  by the variable J, which is typically assumed to have a lognormal distribution. This means that the natural logarithm of the jumps follows a normal distribution with parameters which we shall denote by  and  . When a jump occurs with probability dt (dq = 1), the price moves from the level S to the level SJ. J, as a lognormal variable, is always positive. If it is greater than one, the jump is to the upside, and when it is smaller than one, the jump is to the downside. 

4. Prices gravitate to the cost of production. The assumption of GBM used in simulation allows prices to wander into unrealistic levels. The same approach used in the modeling two  related commodities, like natural gas and power, or peak and off-peak electricity prices, may produce unrealistic spreads between them. The departures from the cost of production, or “normal” price spreads is possible in the short run, under abnormal market conditions, but in the long-term, the supply will be adjusted and the prices will move to the level dictated by the cost of production. 
 
One approach used to capture the mean-reverting behavior of energy prices is known as the Ornstein-Uhlenbeck process (OU). Typical formulation assumes that there is a level, c, to which prices will revert whenever they diverge from it, in result of random shocks:

			dF = 	 (c - F)dt + dz					(8)	
	
where  denotes the speed of mean reversion, and  the volatility. We can assume, without loss of generality that  > 0. The first term in the equation (10) represents mean reversion. If the price F exceeds the long-term level c, then c – F < 0, and the first term in equation (10) will produce a negative contribution to the price change, dF (given that  > 0). The second term in the equation (10) is random, and its realization may be negative or positive. If it is negative, it will reinforce the impact of the first term; if it is positive it may offset partially or completely the impact of the mean reversion. If the starting price level is F(0), the expectation of price at time t will be given by c + (F(0) – c) exp(- t). As the term exp(- t) goes to 0, as t becomes large, the long-term expectation of price is equal to c.

One should observe that the second term in the equation (10) is similar to the diffusion part of GBM, but the interpretation of  volatility changes. The change in price, dF, is measured in dollars per physical unit, dz, is unitless, and therefore  in (10) must be measured in dollars as well, unlike volatility used in Black-Scholes option models. The important lesson is that we define and estimate volatility in the context of the stochastic process assumption and when this changes, the interpretation of volatility changes as well.

One could argue that the use of a mean-reversion process represents another case of looking for the car keys under the street light, even if they were lost somewhere else. Vasicek first used the mean reversion model for modeling interest rate dynamics and subsequently the model was widely adapted. In the case of energy commodities, a pure mean reversion model may not perform well. First of all, speed of mean reversion may be different below and above the long-term level. Second, in many markets, especially in the case of electricity, one can expect more departures to the upside, than to the downside4. Third, a price spike in one direction is frequently neutralized by a spike of similar magnitude and opposite sign, occurring shortly after the initial spike. The mean reversion process produces a re-adjustment that is less abrupt.

5.	Finally, prices of energy commodities behave differently during different periods of their lives. This is especially true of forward prices. According to the so-called Samuelson’s hypothesis5, volatility of forward prices increases  as they get closer to their maturity. This can be explained by the fact that more information becomes available as the forward contract gets closer to delivery period, and this results in more trading, which in turn produces more volatility. The authors believe that GBM may represent a reasonable approximation to the reality of forward markets. Once a forward contract reaches maturity and we enter the delivery period, the behavior of prices becomes more erratic and subject to frequent  jumps6. This suggests that one can model price behavior using more traditional apparatus like GBM or OU during the forward stages of their life, switching to more complex processes to describe the dynamics of the spot prices during the delivery month.

 

Estimation of volatility from historical data.

The first step in determination of the correct level of volatility is examination of the historical price data. In case the underlying price process is assumed to be Geometric Brownian motion, volatility can be estimated from the historical price returns. The process can be broken into several steps that can be easily carried out in EXCEL.

Step 1. Calculate logarithmic price returns. This can be accomplished by forming the price ratios and taking the natural logarithms of these ratios. Price returns are typically calculated as . The logic of the approach described above is that for relatively small x, log (1 + x)  x. Taking the natural log of  is equivalent to taking the natural log of 1 + r, and this in turn is roughly equal to r.

The use of natural log returns has also some other additional advantages. If one wants to calculate a log return over a longer time period, say from t+n to t, corresponding to the ratio , one can convert this into . Given that the log of a product is equal to the sum of the logs, one can easily show that a log return over longer time period can be calculated as the sum of log returns for the sub periods.

Step 2. Calculate standard deviation of the logarithmic price returns.
Step 3. Annualize the standard deviation by multiplying it by the correct factor. In the first approximation the annualization factor depends on the price data frequency. In case the data comes monthly, the factor is 12; for weekly data it is 52. For the daily data available for each calendar day one has to use 365. If the information is available for the trading days, one should use the relevant number that may vary from jurisdiction to jurisdiction. The standard usage is 250. 

The logic of naturalization comes from the assumptions regarding additivity of variance. It is assumed implicitly in this approach that each period return is drawn from certain probability distribution and we are estimating the variance of this unknown distribution from the time series data for the market closing prices, ignoring the information about price behavior during the period (intraday, intramonth, etc.). If the price returns for each period are iid (independent, identically distributed) random variables, the variance of the sum of n random variables is equal to the sum of variances (if price returns are uncorrelated):
							(9)								
Given that all the variances are assumed to be equal, the variance of the sum is equal to the common variance of the underlying variables multiplied by n. The standard deviation is equal to the common standard deviation multiplied by the square root of n.

Before we address the annualization problem in more depth a few warnings to avoid common pitfalls. First of all, energy price series tend to be of low quality in many cases. It is necessary to screen the history for outliers that may significantly distort the estimates of volatility. Second, in many cases the price data is obtained from the organized  futures exchanges by stitching the numbers representing closing prices for the first available contract. One should keep in mind that in calculating price returns, one should discard the number corresponding to the contract rollover date (the day following the expiration of one contract, when we switch to the price data representing the new prompt contract). The logic of this approach is that one can, hopefully, mitigate the seasonality problem in the price data. Assuming that the prices corresponding to the same contract month are characterized by the same multiplicative seasonality factor, we get:
, where s represents the multiplicative seasonality coefficient, common to both prices, () corresponds to the deseasonalized price for period t (t-1). When we form the price ratio based on different contracts, there is no guarantee that seasonality coefficients will cancel. Third, keep in mind that many energy commodities trade for 6 days during a week (for example, an on-peak period in California is defined as Monday through Saturday).

Estimation of volatility for the mean reversion process

Volatility can be equally easily estimated from the historical data, if a mean reversion process is assumed. A spreadsheet-friendly technology is based on discretization of the continuous stochastic process given by equation (8) into the following equation that represents an autoregressive process of order one:

.									(10)

This follows from the observation that the equation (8) is the limiting case of the following process (as dt 0):

						(11)
The error term in (11) follows normal distribution with the variance given by:

								(12)
The parameters of the original equation (8) can be recovered from the estimated coefficients of the discrete version:

										(13)

									(14)
								(15)

The problem one encounters in practice in many cases is that one has to estimate the speed of mean reversion of forward prices and one has only available the  history of the spot prices. The parameters of the processes for forward and spot prices don’t have to be identical.

Volatility Estimation: Special Issues.

This section will contain the discussion of several special issues: the choice of the annualization factor and the use of intra-period data (typically this means intraday prices).

Typical textbook explication for the annualization factor evolves around the proper number of trading days in a year. The issue is more complicated. French and Roll (1986) compared the variance of price returns during the week with the variance of price returns calculated for the weekend. One can calculate four daily price returns for weekdays (Monday over Tuesday, Wednesday over Tuesday, etc) and one weekend return (Monday close to Friday close). It was determined that weekend equaled to 1.107 trading days (for the US stocks). This result can be easily explained. Volatility is related to trading activities that are in turn triggered by the flow of information into the trading rooms. Over the weekend, the information flow slows down and the trading is suspended. New information is processed during trading activity on Monday. This explains why the three-calendar-day period is practically equal to one trading day. Using this finding one can argue for an annualization factor of 266 [= 52 * (4 + 1.107)].  

The energy markets are different. In many cases the information flow does not slow down significantly on weekends. One can argue that the information regarding political events and weather (which is extremely important for the natural gas, heating oil, propane and electricity markets) keeps flowing roughly at the same rate over the weekend as during the working week. Data analysis confirms our intuition.

We have looked at the weekday/weekend volatility for natural gas and crude using the prompt month NYMEX contracts. The results are summarized in Table 1.

	Table 1. Weekday/weekend volatility ratio
	

	Year
	
	Natural Gas
	Crude

	
	
	
	
	

	1995
	
	103.4100
	
	119.8138

	1996
	
	134.5744
	
	138.0518

	1997
	
	128.7227
	
	113.9799

	1998
	
	125.0298
	
	144.5074

	1999
	
	115.4681
	
	88.1690

	2000
	
	152.7827
	
	93.5056

	
	
	
	
	

	
	
	
	
	

	Average
	
	125.0206%
	
	125.8988%



As we can see, the ratio of weekend to weekday volatility may be significantly higher than in the case of equities. On average, the volatility ratio implies the annualization factor of the square root of 273 [= 52 * (4 + 1.25)].

What can be done in view of these findings? One natural solution is to agree on the annualization factor that will be used across the board for all commodities. This guarantees that any volatility quote will be unambiguous and can be restated by another trader based on his personal views of the market. Our recommendation is to use 250.

In many case, using closing price information for volatility estimation causes loss of very valuable information. Many markets, and energy markets in particular are characterized by very high volatility of intraday prices.

Intraday Price Variability

Volatility is typically estimated from the market closing prices. In man cases, additional information is available about the price changes during between the market opening and closing prices. Typically, this information is available in the form of the opening, closing and maximum intraperiod prices.

Estimation of volatility for the basket

In many energy markets, the producers and and-users hedge their price exposures with the so-called basket options. A basket option is defined in terms of a sum of two or more prices. In some cases, the prices may be weighted using weights corresponding to option buyer’s economic sensitivity to different component prices. For example, an oil and natural gas producer may be interested in buying an option on a composite commodity that is constructed by weighting oil and gas prices (expressed in terms of a common BTU equivalent) by 0.7 and 0.3, respectively. To be more precise, the call option payoff is defined as 



and the put option payoff is defined as


where  and  stand for the prices of commodity one and to, respectively and w’s stand for the weights. These options may be seen as options written on a composite commodity with the volatility derived from the volatilities of the contributing commodities. The question is how to derive this composite volatility in a formal way. The answer is produced through the application of the Ito’s Lemma.

Assume that the prices of the two commodities follow Geometric Brownian Motion processes given by



and 



where dz and dw stand for correlated (with a coefficient ) Brownian motions. One can prove that the expectation of the product of these motions is E[dz dw] = d.

The multivariate extension of Ito’s lemma to a function is given by:

	


	
Applying Ito’s lemma to  renders


Implied volatility.

The previous section dealt with an estimate of volatility from historical data. The job of an option trader is to guess what is the level of volatility expected in the future. A buyer or a writer of an option that is unhedged makes a bet on the price level of the underlying instrument. An option trader who hedges makes a bet on volatility. Volatility that is used as an input to an option price is called an implied volatility. It is implied in the sense, that once an option price is known one can use the option pricing formula to calculate the volatility input, given that other inputs are known (maturity, the current price of the underlying, interest rate, the strike price). Volatility can be backed into using a trial and error method or a program allowing for a solution of a nonlinear equation (an option pricing equation in this case). In practice, implied volatility is usually quoted for at-the-money option and is often calculated based on the average of an at-the-money straddle (a call and a put with the same strike price).

It is well-known facts that out-of-the-money options trade at volatility levels that diverge from at-the-money volatility. This is often referred to as a volatility smile (or a frown, smirk, etc. depending on what might be the case. There are many competing explanations why this is the case, which are not necessarily mutually exclusive. 

The first explanation is related to well-known shortcomings of the option-pricing model, Black-Scholes formula based on the assumption of normality of price returns understates the probability of extreme outcomes. The frequency of extreme outcomes observed in practice exceeds the frequency implied by the theoretical distributions.
One consequence of jumps in electricity prices, important from the point of view of management of the portfolios of power derivatives, is the presence of the so-called  fat tails. This term is used to refer to the fact that the probability of  extreme outcomes inferred from the empirical data exceeds theoretical probabilities which are based on probability distributions typically assumed in financial economics. Distributions displaying fat tails are referred to as leptokurtic. The property is measured by kurtosis, or the fourth moment around the mean, which for the normal distribution is equal to three (in some computer programs, this number is adjusted to be equal to 0). Table 4 contains calculations of kurtosis for a number of price indices in the US and UK markets to illustrate the prevalence of leptokurtic distributions in the electricity markets. The program used for this calculation produces zero kurtosis for the normal distribution. Hence, we use the traditional term "excess kurtosis."

Table 4. Kurtosis of  Selected Power Prices, 6/29/1995 - 2/10/1997.

	Location
	PJM
	Palo Verde
	COB

	Kurtosis
	4.87
	14.48
	10.78




One should notice that there are several competing explanations of the presence of fat tails in the empirical price distributions. One source of fat tails is the presence of jumps in the prices which, as we have seen, are a typical feature of power markets. Another explanation is that the parameters of the distribution  of returns (which is usually assumed to be normal) vary over time. Empirical observations of returns are  drawn in this case from a mixture of  distributions.

 This feature of power markets creates not only a challenge from the point of view of pricing electricity derivatives but also from the point of view of portfolio management and value-at-risk calculation. Value-at-risk is a shorthand term for a system that measures the potential loss in the value of a portfolio of financial instruments over a specified time period, typically one day, with a given probability. For portfolios that include electricity derivatives, incorporation of gapping prices is of critical importance to insure a necessary degree of realism.[endnoteRef:2]14 [2: 14 ] 

The degree to which empirical distributions may diverge from theoretical distributions can be assessed comparing the third and the fourth moments of the empirical distributions with the theoretical levels (both equal to zero).

The traders try to compensate for the shortcomings of the model by adjusting the inputs to the model. Given that most inputs are well defined and directly observable and cannot be adjusted at will, leaves only one free parameter that can be manipulated. The adjustment would lead typically to a volatility smile – the traders increase the volatility for out-of-the-money options to compensate for flat volatility model derived valuations that are perceived to be too low.

An alternative explanation deals with the microstructure of the markets. In many emerging energy markets, insufficient liquidity or lack of complete markets does not allow for effective delta hedging. This means that the supply of options comes either from the trading institutions with exceptionally efficient trading operations or from the organizations that can mitigate the risk of financial options using positions in physical assets. For example, power generators can sell call on electricity, treating them as covered calls: if an option is exercised an idle unit may be turned on to deliver into the contract. The buyers see out-off-the money options as disaster insurance. This reduces the supply of options relative to demand and increases their prices. This is reflected in turn in implied volatility higher than the volatility for at the money options.  







