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STANDFIRST: Value-at-risk is a widely relied upon method of calculating risk in the energy industry. But which approach is the most accurate?

Value-at-risk (Var) answers a fundamental question facing all energy risk managers: What is the most I can lose in a chosen number of days with chosen likelihood? The concept of Var is a very appealing one – it can be developed for any kind of portfolio and importantly can be aggregated across portfolios containing different kinds of instruments. But there are numerous ways in which Var can be calculated and each method gives a different answer.

In this article, we compare and contrast the three main methods anecdotal evidence suggests energy companies are currently using for computing Var for energy derivatives. These are variance-covariance, historical and Monte Carlo simulation. To aid the discussion, we calculate the Var at a 95% confidence level for a one working day horizon for a portfolio containing a single one-year at-the-money option on a two-year oil future and a three-month at-the-money option on a six-month natural gas future. The calculation date is assumed to be  March 30, 2000. In order to value the options and calculate the risk sensitivities, we fit a three-factor forward curve model to two years of historical New York Mercantile Exchange crude oil and natural gas futures data from April 1, 1998 to March 31, 2000.

CROSSHEAD: Variance-covariance

The variance-covariance (VCV) approach – also known as delta var – assumes that the returns for all the market variables, that is to say the spot, forward and futures prices, are normally distributed. All information can therefore be captured by the VCV matrix of the returns – the means are typically assumed to be zero. Options are handled by representing them in terms of a delta equivalent position in the underlying asset. The assumption of normally distributed returns and the delta approximation leads to the portfolio returns being normally distributed. The standard deviation of the portfolio returns can be expressed in terms of the standard deviations of the underlying returns via a simple matrix equation. 

The VCV approach is widely used and accepted as the basic method for evaluating Var for portfolios without a large options component. Its advantages are that it is simple to understand and computationally efficient – the calculations involving only simple vector and matrix multiplication. But the method has drawbacks. Firstly, the assumption of normally distributed returns is not realistic for energy markets and it is very difficult to improve the model while retaining the simple delta Var calculations [Because?]. Also, the method is not really appropriate for derivatives portfolios, since the delta equivalent approximation throws away all the optionality information [Meaning?], which can have a major effect on the Var estimate [In what ways?]. Figure 1 shows the computed return distribution for our portfolio, which is normally distributed with a standard deviation of a little over 6.5%.

Figure 1: Delta Var example portfolio return distribution
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The delta-gamma Var method is an extension of the delta method that takes better account of the non-linear dependence of option prices on their underlying market variable. Under the delta-gamma approximation for the change in the instrument values, the portfolio return distribution is no longer normally distributed, and we cannot therefore compute the Var estimate using simple matrix multiplications. Numerous ways of handling this difficulty have been proposed, but most are significantly more complex without achieving much greater accuracy. The main point of the delta-gamma approximation is that it allows us to compute the change in the value of an option without having to fully re-value the option pricing model, which may be relatively computationally expensive ????. In the full Monte Carlo simulation approach, which we discuss next, the most computationally demanding part is the re-pricing of the options positions under each simulation.

CROSSHEAD: Monte Carlo

The Monte Carlo Var method is based on the statistical simulation of the joint behaviour of all relevant market variables and uses this simulation to generate future possible values of the portfolio. The model assumed by many market practitioners is typically the same as for the delta and delta-gamma Var methods – that is to say, the returns are normally distributed. But the advantages of this approach are that it allows for the accurate modelling of market behaviour such as the addition of jumps or market “gapping” please explain? and incorporation of the knowledge of future events such as changes in the operation of a market. It also leads to a more accurate representation of the dependence of the prices of options on the market variables via the use of the trading models. The problems with this approach are that it is relatively complex to understand and implement, and very computationally demanding. Because our three-factor model is Gaussian, it is identical to the delta and delta-gamma Var methods in terms of the model for the underlying market variables. However, it differs in that the dependence of non-linear ??? derivatives on the market variables is more accurate, because option pricing models are used to compute the changes in the option prices for the each of the simulated states of the underlying forward curves. Figure 2 shows the resulting portfolio return histogram for 500 simulated daily portfolio returns.
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Figure 2 : Monte Carlo simulation Var example portfolio return distribution
CROSSHEAD: Historical simulation

Last but not least is historical simulation Var. This method uses historical time series of market variables to obtain the distribution of portfolio returns. It therefore differs from Monte Carlo simulation, which uses a model of the market variables and a set of random numbers to generate a portfolio distribution. Using our two-year data set, we compute the daily changes in the value of the portfolio that would have occurred if the historical changes in the daily prices repeated themselves starting from today’s values. Under the assumption that this past history of changes is a good forecast for the range of changes the portfolio could have in the future, we can compute a Var estimate at our chosen confidence level. 

The advantages of this approach are that it is simple to understand, intuitive and relatively straightforward to implement. It can be applied to all instruments and all market risk types – all that is required is sufficient history of the relevant market variables. It allows the use of the pricing models used for trading to revalue option positions. The approach is particularly valuable if the user does not believe that the distributions of market returns can be described by normal distributions or tractable alternatives, as is likely for energy markets. 

The disadvantages of historical simulation are that it is computationally demanding, due to the need to revalue the whole portfolio why? Why not with other methods? , although the delta-gamma approximation can also be used here to increase the efficiency. Furthermore, the portfolio distribution, and thus the Var estimate, is completely determined by the distribution of the underlying market variables over the historical time period selected. This can lead to abrupt changes in the Var estimate when large returns drop out of the historical data window please explain?. It can also lead to problems in rapidly developing and changing markets, such as the current power markets. Figure 3 shows the resulting portfolio return histogram.

Figure 4 : Historical simulation Var example portfolio return distribution
The table gives a summary of the Var estimates from the four methods.
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TABLE: Summary of Var estimates from the four methods

Delta
–0.108514

Delta-gamma
–0.110426

Monte Carlo simulation
–0.110420

Historical simulation
–0.234053

The Var estimates are simply the return level at which 95% of the values lie to the right on a histogram? of that level. It is therefore determined by the shape of the extreme left hand side, or tail, of the return distribution. Even for the relatively short one-day horizon where Delta Var should be quite accurate, the Var estimate under delta-gamma Monte Carlo Var is 1.8% higher. This is due to the effect of the optionality in the portfolio fattening the tails of the distribution. The Var estimate under full Monte Carlo simulation is almost identical to that computed using the delta-gamma Monte Carlo simulation approach – however, full simulation can typically take between 100 and 1,000 times longer to compute because of the full re-valuation of the option positions. Therefore, delta-gamma Monte Carlo is the recommended approach, particularly for shorter horizons. We know that many energy prices exhibit jumps and stochastic volatility, and these factors can easily be incorporated into Monte Carlo simulations
. Monte Carlo Var therefore allows the incorporation of these important effects in a straightforward way.

Comparing Figures 1 to 3 it is clear that the shape of the historically simulated portfolio return distribution is somewhat different than the approximations obtained by the other methods. The historical futures price return distributions are fat-tailed, leading to fat tails in the portfolio return distribution. The left-hand tail in Figure 3 shows this quite clearly, and it is also reflected in the Var estimate being approximately twice as large as the other estimates.

It should be clear from these examples that delta Var is not appropriate for energy markets, and that historical Var is by far the best at capturing the fat-tails of the portfolio return distribution. However, historical Var only gives an accurate picture if history repeats itself. However, with Monte Carlo Var, knowledge of future changes in the market can be incorporated in the simulations, which can be especially useful in the nascent power markets. Therefore, we recommend that both historical and Monte Carlo Var are used together to help get an accurate picture of the portfolio risk. Note that in practice, it is often necessary with all the methods to simplify the portfolio by aggregating instruments into a single approximate instrument – this can be a significant source of error in the Var estimate. Finally, we suggest that the reader should view the process of implementing a Var system as almost being more useful than the Var number that is obtained at the end.
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