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In our last article [EPRM March 2001] we looked at a number of models for pricing energy derivatives analytically including a general multi-factor model of the forward curve which can be represented by the following equation;
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In this formulation 
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 represents the forward price for T-maturity observed at time t, and there are n independent sources of uncertainty which drive the evolution of the forward curve.  Each source of uncertainty has associated with it a volatility function which determines by how much, and in which direction, that random shock moves each point of the forward curve. 
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 are therefore the n volatility functions associated with the independent sources of risk dzi(t).  Perhaps the main advantage of the forward curve modeling approach is the flexibility that the user has in choosing both the number and form of the volatility functions.  It is our aim with this article to show how to estimate the functions 
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. Similar to other derivative markets volatilities can be chosen in one of two general ways; historically, from time series analysis; or implied from the market prices of options.  We show in this article how to estimate the volatility functions from historical data, returning in a later article to implied measures.

Figure 1 shows the historical evolution of the NYMEX oil futures curve between January and June 1999 for the first 24 monthly contracts.  The x-axis displays the maturity structure of the forward curve, the y-axis the date on which the curve is observed and the z-axis the market level of the futures price.

Figure 1: Evolution of NYMEX Oil Data (January 1999 to June 1999)
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One important observation from Figure 1 is that forward prices of different maturities are not perfectly correlated - the curves generally move up and down together but they also change shape in apparently quite complex ways, implying we need more than a single factor for accurate derivative evaluation.  One method that can be used to simultaneously determine both the number and form of set of common factors (volatility functions) that drive the dynamics of the forward curve is principal components analysis (PCA) or eigenvector decomposition of the covariance matrix of futures prices returns.  The technique involves calculating the covariances between pairs of forward price returns in an historical time series to form a covariance matrix.  The eigenvectors of the covariance matrix yield estimates of the factors driving the evolution of the forward curve.
Historical Estimation of the Forward Curve Volatility Functions

The model represented by equation (1) can be represented in logarithmic form as;
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This can be discretized for small time changes t as follows;
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(2)

The first step is to construct a time series of forward price returns according to this discretisation.  Table 1 shows the returns for the first and last four observations in the data set.  Each row represents daily returns, whilst columns represent maturities – F(1m) is the return of the near contract, F(2m) the second near contract, etc.

Table 1: Returns to NYMEX Crude Oil Futures Contracts

	Date
	F(1m)
	F(2m)
	F(3m)
	F(4m)
	…
	F(21m)
	F(22m)
	F(23m)
	F(24m)

	02/04/98
	0.0128
	0.0125
	0.0123
	0.0115
	…
	0.0000
	0.0000
	0.0000
	0.0000

	03/04/98
	0.0158
	0.0142
	0.0128
	0.0114
	…
	0.0051
	0.0046
	0.0046
	0.0046

	06/04/98
	-0.0344
	-0.0312
	-0.0288
	-0.0266
	…
	-0.0160
	-0.0155
	-0.0149
	-0.0149

	07/04/98
	-0.0150
	-0.0140
	-0.0125
	-0.0111
	…
	0.0017
	0.0017
	0.0017
	0.0017

	…
	…
	…
	…
	…
	…
	…
	…
	…
	…

	28/03/00
	-0.0255
	-0.0244
	-0.0218
	-0.0190
	…
	-0.0158
	-0.0164
	-0.0169
	-0.0175

	29/03/00
	-0.0239
	-0.0184
	-0.0121
	-0.0067
	…
	0.0243
	0.0249
	0.0255
	0.0267

	30/03/00
	0.0094
	0.0077
	0.0066
	0.0063
	…
	0.0061
	0.0061
	0.0062
	0.0062

	31/03/00
	0.0075
	0.0118
	0.0116
	0.0113
	…
	0.0093
	0.0089
	0.0085
	0.0085


Equation (2) implies that changes in the natural logarithms of the forward prices with relative maturities 
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 are jointly normally distributed.  We can compute the sample covariance matrix of these forward prices in the standard way:
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where there are N samples (k=1,..., N) of xik and xjk which are defined as; 
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and where 
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 are the sample means.  The time interval t is one day in our example.  Table 2 shows the results for the first and last four contract months

Table 2: Covariance Matrix For NYMEX Crude Oil Futures

	
	F(1m)
	F(2m)
	F(3m)
	F(4m)
	…
	F(21m)
	F(22m)
	F(23m)
	F(24m)

	F(1m)
	0.1356
	0.1153
	0.1042
	0.0959
	…
	0.0494
	0.0486
	0.0464
	0.0466

	F(2m)
	0.1153
	0.1068
	0.0975
	0.0901
	…
	0.0486
	0.0478
	0.0457
	0.0457

	F(3m)
	0.1042
	0.0975
	0.0904
	0.0834
	…
	0.0471
	0.0464
	0.0445
	0.0437

	F(4m)
	0.0959
	0.0901
	0.0834
	0.0783
	…
	0.0453
	0.0446
	0.0428
	0.0436

	…
	…
	…
	…
	…
	…
	…
	…
	…
	…

	F(21m)
	0.0494
	0.0486
	0.0471
	0.0453
	…
	0.0384
	0.0381
	0.0369
	0.0367

	F(22m)
	0.0486
	0.0478
	0.0464
	0.0446
	…
	0.0381
	0.0381
	0.0367
	0.0367

	F(23m)
	0.0464
	0.0457
	0.0445
	0.0428
	…
	0.0369
	0.0367
	0.0399
	0.0358

	F(24m)
	0.0466
	0.0457
	0.0437
	0.0436
	…
	0.0367
	0.0367
	0.0358
	0.0392


The discretized volatility functions, 
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; i = 1,…, n and j = 1,…, m, are recovered by eigenvector decomposition of this covariance matrix.  The decomposition yields the set of independent factors which drive the evolution of the variables underlying the covariance matrix.  It decomposes the covariance matrix, which we denote by  into n eigenvectors 
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and where T here denotes transpose.  The columns of  are the eigenvectors.  The eigenvalues represent the variances of the independent “factors” which drive the forward points in proportions determined by the eigenvectors.  The volatility functions are then obtained as 
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Table 3 summarises the results of the eigenvector decomposition.  The first 24 columns of the data, “fn 01”, …, “fn 24”, represent the eigenvectors, with the last column, headed (, containing the eigenvalues.  Each row (excluding the last column) corresponds to the indicated forward price describing how much that particular forward is influenced by the factor associated with each column.

Table 3: Eigenvector Decomposition for NYMEX Crude Oil Futures

	
	fn 01
	fn 02
	fn 03
	fn 04
	
	fn 21
	fn 22
	fn 23
	fn 24
	(

	F(1m)
	0.2926
	-0.5138
	-0.7253
	-0.1404
	…
	-0.0060
	-0.0048
	-0.0036
	0.0033
	1.2388

	F(2m)
	0.2764
	-0.3545
	0.0605
	0.1155
	…
	0.1435
	0.1755
	0.0194
	-0.0191
	0.0888

	F(3m)
	0.2592
	-0.2612
	0.1739
	0.2544
	…
	-0.3941
	-0.4317
	-0.1889
	0.1656
	0.0107

	F(4m)
	0.2452
	-0.1860
	0.1627
	-0.0388
	…
	0.1060
	0.0955
	0.5185
	-0.4368
	0.0060

	…
	…
	…
	…
	…
	…
	…
	…
	…
	…
	…

	F(21m)
	0.1625
	0.2257
	-0.1309
	0.2140
	…
	0.0047
	0.3128
	-0.0050
	0.0706
	0.0001

	F(22m)
	0.1609
	0.2346
	-0.1511
	0.2075
	…
	0.0317
	-0.2012
	0.0110
	-0.0214
	0.0001

	F(23m)
	0.1554
	0.2476
	-0.2672
	0.6795
	…
	-0.0467
	0.0475
	-0.0099
	0.0050
	0.0000

	F(24m)
	0.1568
	0.2601
	-0.2419
	-0.2925
	…
	-0.0026
	-0.1135
	0.0033
	-0.0341
	0.0000


By multiplying the eigenvectors by the square root of the eigenvalue we obtain the resulting volatility functions.  The columns of table 4 contain the result of this calculation.

Table 4: Volatility Functions for NYMEX Crude Oil Futures

	
	fn 01
	fn 02
	fn 03
	fn 04
	
	fn 21
	fn 22
	fn 23
	fn 24

	F(1m)
	0.3257
	-0.1531
	-0.0751
	-0.0109
	…
	0.0000
	0.0000
	0.0000
	0.0000

	F(2m)
	0.3076
	-0.1056
	0.0063
	0.0089
	…
	0.0011
	0.0013
	0.0001
	-0.0001

	F(3m)
	0.2885
	-0.0778
	0.0180
	0.0197
	…
	-0.0030
	-0.0031
	-0.0008
	0.0006

	F(4m)
	0.2729
	-0.0554
	0.0169
	-0.0030
	…
	0.0008
	0.0007
	0.0022
	-0.0015

	…
	…
	…
	…
	…
	…
	…
	…
	…
	…

	F(21m)
	0.1808
	0.0673
	-0.0136
	0.0166
	…
	0.0000
	0.0022
	0.0000
	0.0002

	F(22m)
	0.1791
	0.0699
	-0.0157
	0.0161
	…
	0.0002
	-0.0014
	0.0000
	-0.0001

	F(23m)
	0.1729
	0.0738
	-0.0277
	0.0526
	…
	-0.0004
	0.0003
	0.0000
	0.0000

	F(24m)
	0.1745
	0.0775
	-0.0251
	-0.0227
	…
	0.0000
	-0.0008
	0.0000
	-0.0001


Figure 2 plots the first 3 columns of this table 4 which are the 3 volatility functions used for equation (1) estimated from the historical oil futures returns.

Figure 2: First 3 Volatility Functions for the NYMEX Oil Futures Data
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The eigenvalues resulting from the eigenvector decomposition tell us the importance of each eigenvector and hence the number of factors that we should typically be using in the general model.  The table shows that the first eigenvector (correspondingly volatility function) is the most important explaining 91.1% of the total variation in the evolution of the futures curve.  Together the first 2 factors explain 97.7% of the total variation with the first 3 factors explaining 98.4%.  Factors 4 and above are not significant and so a 3 factor model is sufficient to explain the evolution of the NYMEX oil data over this period.

Figure 2 shows the typical pattern obtained from PCA - generally there are risk factors which act to “shift”, “tilt” and “bend” the forward curve.  The most important factor “fn 01”, is positive for all maturities, implying that a positive shock to the system causes all prices to “shift” up (although by slightly different amounts).  The second most important factor, “fn 02”, is a “tilt” factor which causes the short and long maturity end of the curve to move in opposite directions.  The third factor, “fn 03”, is a “bending” factor which causes the short and long ends to move in the opposite direction to the middle section.  The “overall” volatility, which is the combined effect of all the three factors, is also shown in figure 1.

Incorporating Seasonality into the Volatility Functions

For many energies, numerous examples are obvious in the natural gas and electricity markets, seasonality in the forward price volatilities is an important feature in the evolution of the forward curve.  We can adapt equation (1) to incorporate seasonality in the volatility functions by representing the 
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as the product of a time dependent spot volatility function and maturity dependent volatility functions.  The general equation (1) therefore becomes:
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where 
[image: image22.wmf])

(

t

S

s

 denotes the spot price volatility at time t and 
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 the n maturity dependent volatility functions.  In this way, the maturity structure of the volatility functions is normalised by the spot volatility.  In order to estimate this model we first estimate the spot volatility, for example, by using a rolling 30 day sample standard deviation.  We then divide the daily forward price returns by the spot volatility estimate for that day – the calculations for the covariance matrix and the eigenvector decomposition are then obtained as before with this normalised set of returns.
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